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What if we adapt LLMs by tuning their 
memory representation instead of weights?
In-context learning is powerful, but only if an LLM 

actually understands its context. Let’s directly optimize 

the memory representation for efficient adaptation.

Optimizing the Memory Representation on the Fly

Efficient Test-Time Adaptation Across Benchmarks

Test-Time 

Adaptation

LLM Memory

Representation 

Learning

Takeaways

• In-Context Learning is not enough: forward pass builds shallow memory representation.

• Context Tuning directly tunes the memory representation, dramatically improving 

accuracy without updating model weights.

• Context Tuning is 2-3 faster than TTT and can be combined with it for the best results.

Robust Gains Across Data Size, Noise, and Model Scale

Visualizing How Memory Representation Improves

Ablation

CT-KV directly optimizes the KV-prefix built from task demonstrations, before using it for generation.

By tuning the KV-prefix, Context Tuning (CT-KV) improves accuracy with lower adaptation cost and 

remains compatible with weight-based adaptation.

CT-KV stays ahead across data sizes and remains robust to heavy label noise.

Context Tuning remains effective across modern LLMs of varying sizes and architectures.

Starting from In-Context Learning output at iteration 0, CT-KV gradually corrects the ARC prediction 

by refining the memory representation (KV-prefix).
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